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Abstract

The Policy Research Working Paper Series disseminates the findings of work in progress to encourage the exchange of ideas about development 
issues. An objective of the series is to get the findings out quickly, even if the presentations are less than fully polished. The papers carry the 
names of the authors and should be cited accordingly. The findings, interpretations, and conclusions expressed in this paper are entirely those 
of the authors. They do not necessarily represent the views of the International Bank for Reconstruction and Development/World Bank and 
its affiliated organizations, or those of the Executive Directors of the World Bank or the governments they represent.
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In recent years, researchers have demonstrated that digital 
footprints from mobile phones can be exploited to generate 
data that are useful for transport planning, disaster response, 
and other development activities—thanks mainly to the 
high penetration rate of mobile phones even in low-income 
regions. Most recently, in the effort to mitigate the spread 
of COVID-19, these data can be used and explored to 
track mobility patterns and monitor the results of lock-
down measures. However, as rightly noted by other scholars, 
most of the work has been limited to proofs of concept or 

academic work: it is hard to point to any real-world use 
cases. In contrast, this paper uses mobile data to obtain 
insight on urban mobility patterns, such as number of trips, 
average trip length, and relation between poverty, mobility, 
and areas of Freetown, the capital of Sierra Leone. These 
data were used in preparation of an urban mobility lending 
operation. Additionally, the paper describes good practices 
in the following areas: accessing mobile data from telecom 
operators, frameworks for generating origin and destination 
matrices, and validation of results.

This paper is a product of the Global Indicators Group, Development Economics and the Transport and Digital Development 
Global Practice.. It is part of a larger effort by the World Bank to provide open access to its research and make a contribution 
to development policy discussions around the world. Policy Research Working Papers are also posted on the Web at http://
www.worldbank.org/prwp. The authors may be contacted at dmatekenya@worldbank.org.  
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INTRODUCTION 
Mobile phones are increasingly ubiquitous even in low-income regions, allowing people to leapfrog legacy 
communication technologies and traditional information systems. Globally, the number of mobile subscribers 
has surpassed the human population [1]. In the developed world, mobile phone users include nearly everyone. 
In low-income countries, 61 percent of the population has access to mobile phones [2]. 

Mobile network data, which for the sake of this report refers to the vast quantity of information that is produced 
as a passive byproduct of using mobile services—holds great promise as a transformative resource for social 
good. Numerous researchers have demonstrated that, if used properly, mobile phone data can be used in ways 
that complement traditional data collection approaches. Such data can also be used to fill in data gaps where 
traditional approaches cannot provide data, and in some cases replace traditional data sources. For instance, in 
transport planning, the following studies, [3]–[6], have shown that elements such as origin and destination (OD) 
matrices can be generated from mobile phone data. Besides these academic studies, there are a handful of case 
studies of the use of mobile data applied to transport projects. The examples include Seoul City [7] and 
Kampala, Uganda [8]. Despite these few studies and proofs of concepts, it is difficult to find material that tries 
to answer practical questions on the use of mobile data in transport such as “What are the best practices for 
accessing data and interfacing with mobile network operators?” or “How do you select the best models for 
generating OD matrices?” 

Under this context, the World Bank team in Sierra Leone, together with researchers at the University of 
California Berkeley, aimed to use this technology to understand insight in the urban mobility pattern in the city 
of Freetown, capital of Sierra Leone.  

Among research question under investigation in this study are:  

(1) what are the impacts of rainy season on urban mobility?  

(2) where are the locations in the city that attracted most trips? and  

(3) is there a correlation between poverty and longer trips?  

Additionally, in this paper, we fill some knowledge gaps by sharing experiences, takeaways, and best practices 
in operationalizing mobile network data in an ongoing World Bank (WB) transport infrastructure project. 
Among others, these lessons learned can support governments and administrations using these data to monitor 
the results of lockdown and mobility restrictions to reduce the spread of COVID-19.  

LITERATURE REVIEW 
There is no doubt that mobile network data have transformed urban mobility analytics. The revolution has occurred 
mainly in developed countries, where smartphone penetration, use of social media, and internet access are widely 
spread. In these countries, Location Base Services (LBS), such as GPS location collected and generated by mobile 
phone applications, have been used in transport planning [9] supplanting some initial proof of concepts of the use 
of Call Detail Records, and improving some of the biases that this last data set incurred [10]. 

Call Detail Records or cellular network data are defined as a single incoming or outgoing call event and SMS, which 
is represented as a single row in the data set and contains information on the time, and cell tower that this event 
occurred. This type of data had initially been proven useful to estimate urban mobility pattern and flows [3]–[6], 
demonstrating that CDR could generate origin and destination matrices. However, due to the widespread availability 
of location based data and the publication of some studies that raised concerns on the biases of CDR, this type of 
data was relegated to a second place.  

In most of the global South, smartphone penetration and access to reliable internet are still low, with penetration 
values for smartphone below 30% in most African countries [11]. This factor is a critical constraint to use of Location 
Based Data in urban analytics in most African cities. On the other side, because of high penetration of phones both 
in rural and urban areas (estimated at 77% of population in Sub-Saharan Africa [12]), CDR data are still the most 
reliable method to gain understanding of urban and human mobility in cities in the global South [13-14]. In this 
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context, CDR data have been proven to allow planners, academic and government stakeholders to get a deep insight 
in mobility patterns and even extract information on demographic dynamics such as gender differentiated mobility 
[15]. Despite the clear benefits of using CDR to understand urban mobility, urban planning agencies are behind 
academics and proof of context, and there is almost no example of government agencies taking CDR in their routine 
planning activities. Just recently, some European agencies, such as the Transport Metropolitan Agency in Barcelona 
[16], have started to incorporate mobile phone data analytics in their efforts to track effectiveness of mobility 
restriction policy measures in the fight against COVID-19.  

Other examples of the use of mobile phone data in Africa for transport related projects include its use to collect and 
digitalize data on urban transport routes, such as mapping matatus in Kenya or Jitney Network in Accra [17-18]. In 
Freetown, we collected urban transport routing information using a similar methodology as in Kenya and Accra, 
compiling the first transit data set ever collected in that city [19].  

BACKGROUND 
This study is part of an ongoing WBG lending operation to the Government of Sierra Leone, the Sierra Leone 
Integrated and Resilient Urban Mobility Project (IRUMP) that aims to improve, in Freetown, the quality of 
public transport, road safety, and the resilience of transport infrastructure to climate and weather hazards. As 
part of the project conceptualization and design, our team used mobile data to generate, in a low-cost way, a set 
of indicators required for various planning aspects of the project. These transport indicators include OD 
matrices and miscellaneous, individual- based mobility characteristics. Although the goal of this study was not 
to support the Government of Sierra Leone in COVID-19 mitigation efforts, the lessons learned are directly 
applied to such efforts.  

The overall goal of this study is to generate information about mobility patterns in Freetown and assess the 
impact that weather-related events have on the city’s mobility. In particular, the project set out to achieve the 
following: (1) Generate OD matrices, (2) Generate individual-based mobility characteristics and (3) Use the 
above outputs and other data to perform in depth analysis such as that on travel demand and impact of weather 
on mobility. 

Additionally this paper aims to share good practices for working with mobile network data in the transport 
sector in a cost-effective manner. We share lessons in the following areas: 

– Data access. We share best practices and lessons on how to work with mobile network operators (MNOs) 
and telecom regulators in low-income regions. 

– Methods. What models to use to produce data products such as OD matrices. 

– Technology, infrastructure and platforms. We share insights on which technologies, platforms and 
frameworks to use for large-scale data processing. 

Context 
Sierra Leone (SL) is a country in West Africa on the Atlantic Ocean. The country is divided into four provinces: 
Southern, Eastern, Northern and Western (see figure 1). Our project focuses on the western region, which 
contains the capital city Freetown. Sierra Leone has a population of 7,092,113 (Census 2015) with a density of 
97.2 persons per sq. km while in the western region, the population density is 20 times higher at 2,154.6 persons 
per sq. km. 
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Figure 1 Project Location. A map of Sierra Leone 
showing the four provinces. The World Bank transport 
project focuses on the Western province 

 

In Sierra Leone, the National Telecommunication Commission (NATCOM) is the regulatory authority 
responsible for overseeing telecommunication activities, including operation of mobile network operators. As 
of 2019, NATCOM reported that there were four MNOs operating in the country: Africell, Orange, Sierratel, 
and Qcell. Africell and Orange make up more than 95 percent of the market. The number of cellular phone 
subscribers is reported at 7,312,926, which is more than the total population.  It is worth noting that this is not 
necessarily the number of unique subscribers. On the other hand, the International Telecommunications Union 
(ITU) reports that the mobile phone subscription rate at 6,625,000, or 93 percent of the population. 

DATA 
In a data-based study like this one, it is imperative to understand the characteristics of the systems, processes 
and environment under which the data were generated: one such attribute of the data is often called the data-
generation process. In this section, we provide background information about the mobile data set we use in the 
project, with the aim of shedding light on the data-generating process. In order to fully understand the data-
generating process for a mobile data set like the one we use in this study, we first provide a brief description of 
a mobile network and the kind of data generated by MNOs. Next, we discuss important bureaucratic aspects to 
consider when accessing mobile data. Finally, we share some high-level attributes of the data set itself. 

Mobile Network Data: A Primer 
In a cellular network, a cell is a geographical area covered by a base station—a piece of equipment that facilitates 
wireless communication between a user device (UD) and a network. The cell area covered by a  base  station  
can  range from one mile to 20 miles in diameter, depending on terrain, population density, and transmission 
power. A UD is always receiving message broadcasts from these base stations; thus, we can approximate a UD’s 
actual location using the geographical coordinates of the corresponding base station. Hence, the UD is 
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assumed to be located at the base station coordinates independently of its actual position within the cell [20]. 
However, some MNOs, depending on the sophistication of their technological infrastructure, can provide with 
high precision the location of the UD based on frequent pings from the network. In this work, cell location 
refers to the geographic location of the base station. Call detail records (CDRs) constitute a sequence of places, 
related to a single user, where a call (or text message) was made, thus describing the user’s hop movements as 
they make calls. This type of CDRs data set that we use in this work is different from a GPS based location 
data particularly in terms of location precision because the latter provides granular traces of a person’s location. 
However, in low-resource countries in Africa where smart-phone penetration rate is low, relying on data from 
GPS enabled smart-phones is not an option.  

Background Characteristics about the Data 
Cellular network infrastructure in Sierra Leone 

Although our MOU allows us to access data from all MNOs  in the country, due to practical limitations, for 
this study, we could access data from only two MNOs: Africell  and Orange. Luckily, these two make up over 
95 percent of the mobile network subscriber population in the country. However, due to technical difficulties in 
accessing Orange data, the results presented in this report are based on Africell data only. Africell is the major 
telecom provider, with 68 percent market share. Since the precision of mobile data from cellular networks is 
heavily dependent on the extent of the cellular infrastructure, in particular the density of cell towers, we provide 
information about the cellular network coverage for Africell in the next paragraph. In 2019, when the data were 
accessed, Africell reported 267 cellular towers. These are the physical locations which have the Base Transmitter 
Stations (BTSs) responsible for routing calls. In general, the density of cell towers is higher in urban areas where 
there are more people compared to rural areas. In figure 2, we present the cellular tower density of the capital 
city of Sierra Leone, Freetown. We see that the cell tower density is very high in the northwestern corner of the 
city (2–3 cell towers every 500 square meters); this is the Central Business District (CBD) of Freetown, while 
the southeastern corner of the city has very low cell tower density. 

 
Figure 2 Cellular tower density. In the Freetown city, there is 

approximately one cellular tower every 500 square meters. 

Available attributes in the data set 

a) Mobile data sets are not necessarily standard across the world, in that the available attributes in this kind 
of data vary significantly. Some factors which contribute to this include the nature and sophistication of the 
technology of the MNO providing the data; and the type of agreement between the data user and    the MNO. 
In our case, the CDRs  we  had  access  to  had  three main categories of events: incoming calls, outgoing calls, 
and short message service (SMS). In table I, we provide a comprehensive summary of all the available attributes 
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in the CDRs we use in this report. 

 

TABLE I Available attributes in the CDR data set 

Attribute category Description 

CDR type event type(e.g., call, SMS) 

time stamp exact time a call or SMS was placed 

subscriber identifiers phone number, IMEI, IMSI 

geographic location latitude and longitude of cellular tower 

other location attributes cell–id, Location Area Code (LAC) 

 

Basic metadata about the data 

The CDRs we used in this work were collected in 2018 for the following months: January, February, June and 
July. For these four months, there are over 2 billion events. The total number of unique subscribers over this 
period was 6,631,273. In table II and figure 3, below, we provide background characteristics of the data set to 
enable the reader to understand the broader context of the data set. When working with CDRs, it is crucial to 
understand the calling characteristics of users, such as calling frequency, since this has direct impact on the data 
points you get for each user. In figure 3, we present users’ average number of calls per day over the 120 days. 
Most studies (for example, [21]) have shown that this variable has a long tail distribution–which means there 
are very few occurrences of large events (in this case, users who make many calls per   day) and many occurrences 
of small events (users who make very few calls per day). We see the same pattern in these data: most users make 
1–2 calls per day. This information will be used later to select active users to include in the analysis. 

 

TABLE II Background attributes of the data set 

Description Attribute 

Total number of call events5 2, 060, 691, 843 

Average call events per month 589,000, 000 

Number of unique subscribers 6, 631, 273 

Number of cellular towers 267 

Mean distance between cell towers 600 meters 

 

 

 

 

 
5 In this case a call event represents both actual calls and SMS. 
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Figure 3 Distribution of user average number of events per day. This is a typical long 
tail distribution, as is the case with CDRs studied in other countries. 

 

METHODS 
The goal of this section is to share essential details of key methodological aspects of the analysis and processing 
that we performed in this work. In figure 4, we provide an overview of the main components of the framework 
we followed to generate outputs from the CDRs. The three main components of our methodology are: 1) data 
preprocessing 2) trips and OD flows generation 3) validation and adjustment. Before we delve into the details of these 
components, we will first provide definitions of the common terms used in this paper to enable the reader to 
easily follow the material. 
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Figure 4 Overall framework for generating products 

from CDR 

 

Definitions 
In this section, we define commonly used terms in this work: 

• CDR  A CDR refers to a single incoming or outgoing call event and SMS, which is represented as a single 
row in the data set. In this paper, we use the term call or call event as an umbrella term for any CDR event 
including an SMS. 

• Cellular tower. This term is used interchangeably with the BTS station, which refers to the physical site 
of the BTS, which is responsible for routing calls for subscribers. 

• User/subscriber. This refers to a single subscriber. We use user and subscriber interchangeably. 

• User identifier. A unique identifier for a single user/subscriber. In this work, we use an anonymized 
phone number to identify users. Note that other attributes such as IMEI and IMSI can also be used as user 
identifiers. 

• Trip.  In this work, a trip is defined simply as a change   of location over a specific period of time. For 
instance, let us suppose that at time t0, a use was at location sy. If at time t1, the user is at location sx, then we 
will  say this user took a trip from origin (O), sy to destination (D) sx if the distance between sy and sx is greater 
than a distance threshold (DT) and the time difference is greater than a Stay Time (ST) threshold. In some 
cases, the ST   is replaced with a time period. For example, if there is any change of location within a target 
hour H, then we will say a user took a trip during that particular hour H. Otherwise, with this definition, if a 
change of location happens over two hours, it will not be considered as a trip. 

• Origin–Destination (OD). The start and end of a trip. Given that the highest spatial resolution we have 
in the data is the cellular tower, the Origin/Destination can be a cellular tower. For other purposes, the OD 
can be an administrative region or arbitrary selected grid regions. 

• OD Matrix. A table where the column represents destinations and the rows represent origins. The cell 
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values in an OD matrix table can represent one of the several variables of interest; in this case, the cell values 
represent total number of trips taken from the origin to the destination in a specific time period TT. In some 
cases, we use the term OD flows to refer to OD matrix. 

• Travel zones. This is the spatial unit for OD flows. For example, we may report OD flows at cellular 
tower–level, or at census district–level, in which case the travel zone is cellular towers and census districts, 
respectively. 

• Radius of Gyration (Rg). In [22] they define Rg as follows: the radius where we will most likely find a 
user given their mobility history generated from all the locations they visited. We calculate Rg based on equation 
1 below. In the equation, c is the center of mass (for instance, this could be the user’s home or their most 
frequently visited location), N is the total number of location visits (which is the same as number of events), 
and si is each location visited.  

 (1) 

 

Data Storage and Processing Platforms 
For the four months, we generated over 250 gigabytes (GB) of data. In order to store and process this massive 
data set, we use the Hadoop ecosystem of tools. The core components of Hadoop include the Hadoop Distributed 
File System (HDFS) for distributed data storage on a cluster of computers. We use HDFS for data storage. 
Next, we need a processing engine to interact with the data. For this, we use an open-source software tool 
called Apache Spark. Some of the advantages of using Apache Spark include the following: it is open- source, 
it has many programming language APIs, including Python and R, it is very popular and therefore has a big 
community for technical support. There are many options for deploying Apache Spark with different cloud 
computing providers. In most cloud platforms, the data are stored within the cloud infrastructure’s distributed 
system, while computing is also provided by the same cloud provider. In figure 5 we show a schematic of how 
the different components in this setup interact. In this setup, the Microsoft Azure environment is deployed 
within the World Bank secure system, which ensures that the data are secure. 
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Figure 5 Data storage and processing with Apache Spark within a cloud–based, 

computing environment. 

 

 

Data Preprocessing Steps 
Once the data are securely stored, we perform standard preprocessing and consistency checks before carrying 
out any analysis. Although there are numerous preprocessing steps that we perform to tidy up the data, here we 
report on the major steps only. 

– Miscellaneous preprocessing. We perform several checks such as ensuring that all call events have a cell–id so 
that they can be linked with a physical cellular tower location. Also, we ensure that there are no duplicate call 
events. Since the location details came separately from the CDRs, we perform a join to add the geographic 
coordinates to each call event. 

– Selecting active and consistent users. We showed in figure 3 that most users make very few calls per day while 
a few make an extremely high number of calls. In fact, some of the phone numbers with extremely large numbers 
of calls may belong to businesses or bots rather than individuals. In this regard, it is crucial to exclude such 
users in our analysis. In summary, we exclude users with excessive numbers of calls as well those with very few 
calls. In order to achieve this, we select users who were active for at least 25 percent of time that we have data. 
We also drop users who were making more than 10 calls per hour (excessive number of events). These 
thresholds are flexible and can be modified depending on the input data and analysis requirements. 

OD Flows Generation 
The OD generation process used in this work was adapted from [4]. The first and main step in the process is 
to generate trips for a single user. Trip is defined within a single day and is characterized by trip start time, end 
time, trip origin (O) and destination (D). At this stage, the OD is typically the exact longitude and latitude of a 
cellular tower.  In some cases, we attempted to use weighted locations which do not match exactly with the 
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cellular tower locations, but those results are not presented in this paper. 

Once we have generated trips for each user for each day, this data set is stored and is later used as the main 
input in generating various OD flow outputs which vary mainly by trip time specification and travel zones. For 
instance, for some purposes, we may require trips taken during the morning commute hours (for example, 
between 7AM and 10AM) and set the travel zone to cellular tower or chieftainship, which is a fourth–level 
administrative unit in SL. Given these parameters, we generate an OD matrix where each cell value represents 
the number of trips from Origin (O) to destination (D) by aggregating trips with the same OD pairs. This 
process can   be easily repeated for different settings of travel zone and trip time parameters. 

In addition to OD flows, we also generate individual mobility characteristics as follows: radius of gyration (Rg), 
average number of trips taken per day, and average trip distance. When processing the data, we also assign each 
user a home cellular tower. This information is useful for some of the analysis we do later on. The procedure 
we use to detect a user’s home is based on frequency of calls in the hours of the day we consider as home hours. 

Validation and Adjustments 
In traditional household surveys, study participants are carefully selected using robust statistical sampling 
techniques to ensure that the results are representative of the whole population. Thus, once the data are 
analyzed, there is very little validation and adjustments on the data before they can be used. In contrast, CDR 
data are an example of what is usually referred to opportunistic data, which are the kind of data that are collected 
for a purpose other than that intended for the analysis. In this case, CDRs are collected by MNOs for billing 
purposes, among other things. Because of this, it   is imperative that the outputs generated from these data be 
subjected to validations and/or adjustments before being put into use. This is to ensure that the results from 
the analysis of CDRs do in fact match up with the reality on the ground. 

In order to ensure that there is no confusion, we explicitly define validation or evaluation here as follows: the 
process of assessing correctness of outputs (for example, models, indicators, and so on) generated from CDR 
data as with reference to specified ground truth data. For instance, in order to validate OD flows generated 
from CDR data, we may compare them with OD flows generated from surveys or manually collected by a 
human, and then measure the difference. For some use cases, this validation may be enough. However, for 
other use cases, we may also need to adjust the outputs in order to make them usable for policy. In our OD 
flows example, we know that the trip counts generated from CDRs represent the subscribers of an MNO or a 
set of MNOs and not necessarily the actual population. Therefore, to get realistic trip counts, we need to adjust 
the trip counts from CDRs using actual population data. In figure 6, we provide an overview of the key 
components in the validation and adjustment framework. In most cases, outputs generated from CDR data sets 
need to be validated even with very simple strategies. For instance, subscriber population can be compared with 
actual population by running correlations. While this validation may be enough for some use cases, adjustments 
may be required for other cases. 
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Figure 6 Adjustment and Validation Strategy 

 

RESULTS 
In the preceding sections, we have covered several aspects of this work including the study site, how the data 
was accessed and broad characteristics of the data, the methodology which we used to generate the analysis 
outputs from the data. In this section, we are finally ready to share the actual outputs we generated from the 
data as well as results on further investigations we conducted. 

Validation of the Data 
In the methodology section, we presented a framework for validating and/or adjusting outputs generated from 
mobile data. We emphasized that the extent and rigor of verification, validation and adjustments depends on 
the use case and judgement call of the domain experts who will make decisions using the outputs. In most cases, 
the first line of validation and sanity check on the data is to examine how the subscriber population match with 
the general population. This is often accomplished by examining the correlation of the two variables. In this 
case, we test this correlation at county level which is the smallest administrative region in Sierra Leone: on the 
y-axis we have the population of the county as reported by the 2015 census while on the x-axis we have the 
mobile subscribers (see figure 7 for details). We can see that as expected, the number of subscribers for this 
single operator correlates strongly with the general population with a Pearson correlation coefficient of 0.6. 

Although the correlation is encouraging and is what we expected, this simplistic validation is not enough for 
most use cases as it does not address some of the crucial biases inherent in the data. For example, we do not 
know if all population groups are sufficiently represented in the data given that calling habits differ by age, 
income levels and potentially other population characteristics. So, how would we verify or adjust mobile data to 
consider calling habits of different population groups? To address this kind of question, we would need to collect 
ground truth data typically through surveys as partly demonstrated in this work [23]. The overall idea is simple: 
select a robust sample to cover all the population groups of interest and collect data on how they use their 
phones (for example, frequency of calls, where they call most, and so on) and build phone usage profiles for 
different groups which can eventually be used to adjust the outputs from the mobile data. 
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Figure 7 Validation Results: Subscribers vs. Population 

 

Individual-based Mobility Characteristics 
General mobility patterns 

 In transport planning and other sectors of development, individual mobility attributes are as important as 
population level metrics such as OD flows. In this section, we present results for two key individual level 
mobility characteristics: Radius of Gyration (Rg) and average number of person trips per day. The Rg presented 
in figure 9 can be considered as the circular distance with the center being the person’s home or commonly 
visited location (center of mass used in the calculation of Rg) within which we are most likely to find the person 
in question. Thus, Rg is indicative   of freedom of movement for an individual. For instance, a large Rg is 
indicative of a sophisticated transport system where people can commute long distances. Also, such a large Rg 
value could indicate a transport system with different land use which leads to long commutes. On the other 
hand, a small Rg could indicate a less sophisticated transport system. In this case, we see that majority of people 
(75 percent) in SL travel within 6 km of their home while in the United States the average trip length is 16 km 
based on the 2017 transport survey [12]. 

In figure 8, we indicated early on that for an individual, we generate trips taken on a single day; we count them and 
take a daily average over the period we have the data. We then average this across all users; and from this result we 
generated results shown in the barplot. We see in the barplot that 80 percent of the people take no more than 2 
trips every day with the overall average being 2.2 trips per day. In comparison to other countries, for example, 
in the United States, the average number of daily person trips is 3 based on the 2017 transport survey [12]. 
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Figure 8 Average person trips per day. This number includes all trips in a day and also all 

days of the week 
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Figure 9 Radius of gyration by months. This can be thought of the distance within which you are 

more likely to find the person of interest 

 

Variance in mobility patterns 

In this section, the goal is to investigate how much the mobility characteristics presented above vary by area of 
residence as well as socioeconomic levels–we later refer to these as background characteristics. This comparison 
is possible since we assigned a home cellular tower, for each user which enables us to run several aggregations 
at the cellular tower level, administrative regions and census enumeration area. We elected to use census 
enumeration area (EA) as the spatial unit to investigate spatial variation of the mobility characteristics. This 
choice was made because we have population data at EA level. Furthermore, this is a more granular spatial 
aggregation unit compared to the administrative regions, and a view of results at this finer, granular level is 
preferred by transport specialists. With the census data, we are able to assign a wealth index to each household 
which can then be aggregated up to an average wealth index for each EA. The wealth index was generated based 
on the 2015 Sierra Leone Population and Housing Census household asset ownership data set. We use this 
wealth index at EA level as a proxy for the socioeconomic status of the population within each EA. This index 
is robust enough that it is used in several household surveys (for example, Demographic and Health Surveys).6  

 

TABLE III: Marginal Standard Deviation of Selected Individual Mobility Attributes 

Variable User Cellular Tower Census District 

Radius  of Gyration (RoG) 2.299 0.963 0.355 

Average trips per day 1.155 0.261 0.204 

 
6 https://dhsprogram.com/topics/wealth-index/Wealth-Index-Construction.cfm. 
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Household wealth 1.404 4 NA 1.415 

 

Before we examine how individual mobility attributes vary by background characteristics, we first look at the 
marginal variance (that is, how they vary on their own)  for each of the variables. For RoG, average number of 
trips per day and wealth index, we show in table   III how they vary using standard deviation. In general, as we 
aggregate the variable from individual level to higher spatial regions, we expect to see less and less variation, 
and this in fact is what we see in table III for both RoG and average number of trips taken per day. However, 
for the household wealth index, the atomic unit is the household, and we see  that the variation does not drop 
when we aggregate to census enumeration areas. For average trip distance, we show in figure 10 how it varies 
by location, with shorter trips for people leaving in the CBD (green dots) and longer for district in the hills (red 
and orange dots in West and East side). 

 

 
Figure 10 Average trip distance overlaid over sub-chiefdoms 

 

 

In terms of the link between mobility and wealth, we see that for both RoG and average number of trips, it 
decreases for higher wealth indexes (e.g. wealthier districts – see table IV and figure 11). On average, poorer 
people need to do more trips and travel longer distance (approximately 10% more than the richest districts). 
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Figure 11 Individual-based, mobility attributes by wealth 
index7 

TABLE IV Individual-based, 
mobility attributes by wealth 
index 

Wealth 
Index 

Average 
trips per day 

RoG 

0 2.379 3.933 

1 2.467 3.990 

2 2.316 3.797 

3 2.356 3.803 

4 2.240 3.656 

 

Next, we can investigate if the individual mobility attributes in question (average number of trips taken per day 
and RoG) vary significantly by these background characteristics. In table IV we present this comparison for 
economic status. We see that for both RoG and average number of trips, there is no consistent variation across 
EA with households in the lowest wealth quintile (relatively poorer) and those in the highest wealth quintile 
(relatively well to do). This is most likely due to the fact that the data are not spatially dense enough to capture 
these variations; as such all the variation that may exist at the household level shrinks away as we aggregate 
upwards to the EA level. 

We mentioned earlier that it is often necessary to adjust the trip counts generated from mobile data so that they 
match population counts. However, here, we present the results of unadjusted trip counts at the cellular tower 
level for illustration purposes. Further, since the proportion of telecom subscribers is directly proportional to 
that of the general population (see figure. 7), the unadjusted trip counts still present useful information. 

Since visualizing the actual OD flows in a static map is difficult because there are too many OD links to present, 
in figure. 12, we instead show trip production and attraction generated from the OD flows. In the figure, net 
attraction represents trips received minus trips generated, while net production is representing trips generated minus 
trips received. We can see clearly that the CBD area in the northeastern corner attracts more trips than the rest 
of the regions shown. 

 

 

 

 

 
7These variables are summarized (mean) at enumeration area level. 
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Figure 12 Unadjusted trip production and attraction for the northern tip of the western region of 

the country 

LIMITATION OF THE ANALYSIS 
Mobile phone data sets such as the one we used in this work have an inherent limitation that they do not 
represent the total population, for a range of reasons. For instance, if the data come from a single MNO, not 
all people in the country are subscribers to this particular MNO. Even if the data are sourced from all MNOs, 
subscription rates vary across age, socio-economic status and geographic regions. Depending on the type of 
study, there are rigorous techniques to correct for such biases and unrepresentativeness—for instance, post-
processing techniques which can be applied to make corrections or simple scaling of estimates from CDR data 
to match those of the total population as demonstrated by these works. 

Furthermore, for CDRs, a record is only generated when the subscriber interacts with their device, which means 
we have no record of the location of the user or the trips they made for the period that they did not interact 
with their phones. Although we do not do so in this work, one way to deal with this limitation and others is to 
collect a small ground truth data set, build models that predict the variables from the ground truth data using 
the mobile phone data, thus creating adjustment factors. 

Despite the limitations presented above, mobile phone data are still very useful in numerous scenarios where it 
is impossible to collect data through conventional survey-based approaches. For instance, during pandemic 
situations as we are in now or for conflict prone areas where it is unsafe to visit and conduct field work. 
Therefore, the promise of mobile phone data sets is not necessarily to replace conventional approaches but 
rather to complement them and also provide alternatives where conventional methods are not a viable option. 

LESSONS, EXPERIENCES AND BEST PRACTICES 
We present our lessons and good practices in two categories: data access—here we share tips for ensuring 
successful dialogues and interactions with data providers; and technology platforms and infrastructure—here we cover 
tools and platforms for data analysis and storage. 
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Data Access 
Due to the confidential nature of mobile data, data access is perhaps the most daunting and time-consuming 
task of most mobile data-based projects. For CDRs or any mobile network- generated data, there are several 
ways to approach data access: 

a) Directly contacting with MNOs: Depending on the relationship and connections, as well as the MNO’s 
familiarity with the topic, some teams have reported success in accessing data by directly contacting MNOs. 
This approach is as simple as it sounds: it simply involves directly reaching out to one   or more MNOs and 
requesting their willingness to collaborate on a project. 

b) Leveraging the convening power of telecom regulators: In most countries, there is a regulatory body that oversees 
the MNOs’ work and sets the rules to which MNOs have to adhere, which in theory means the MNOs are 
obliged to work closely with the regulators and be on their good side. Most of the organizations that have had 
success with accessing mobile data have done so by going through regulators. The advantage of using regulators 
is that it is relatively easy to deal with all the MNOs in a country at once rather than communicating with 
separately with many MNOs. 

c) Third–party organizations: In this context, we use the term third-party organization to refer to a private 
organization or firm which deals with mobile data. Examples of such firms include Flowminder, OPAL, and 
the University of Tokyo. These organizations often have, on their own initiative or through being contracted 
by other organizations, worked with MNOs and/or regulators to access mobile data. They often play the role 
of a consulting firm that handles the negotiations with either MNOs and/or regulators to access data. They 
also provide technical support to store, process and analyze the data. The way one would use these third-party 
organizations to access data is by engaging them as consultants who do all the work of negotiating with either 
MNOs and/or regulators in a specific country to access the data and carry out the analysis. 

Technologies and Platforms 
Since data generated from mobile phones are large due to the high frequency and scale on which the data are 
generated, it falls into the category of big data, and dealing with it requires non-traditional technologies and 
frameworks. In this regard, it is worthwhile describing best practices in terms of the tools and techniques 
required to store, process and analyze big data. 

Data storage: With the advent of cloud computing, handling large scale data sets is not as daunting as it used to 
be for example 20 years ago. Now, organizations can choose to store and process their data on their premises 
or store it in the cloud. The advantage of cloud storage is that organizations do not have to pay for maintenance 
costs, and the processing and storage is highly elastic in that it can easily be scaled     up or down as need be. 
This is not the case with on-premise infrastructure, which is static and inflexible. However, for some countries, 
shipping off their data to the cloud is not acceptable due to security concerns. There are many cloud computing 
service providers to choose from. Luckily, all the technology solutions we discuss here are agnostic to a specific 
cloud solution and so would work equally well on any cloud platform. For both on-premise and cloud storage, 
the state-of-the-art software framework for handling large-scale data sets is the Apache Hadoop software library 
(or in short Hadoop). Hadoop is an open-source framework that allows for the distributed processing of large 
data sets across clusters of computers using simple programming models. One of the core modules for Hadoop 
is the Hadoop Distributed File System (HDFS); a distributed file system that provides high-throughput access 
to application data. There are several programming models which enables developers to interact with data stored 
in HDFS; these include, Apache Spark, Hive, Pig and more. Since Hadoop     is an open-source platform, it can 
be downloaded for  free and used as needed. However, in practice, it is easier to use Hadoop with third-party 
distributions such as Hortonworks HDP. When you install Hortonworks HDP, you gain access  to the whole 
suite of Hadoop tools, including Apache Spark. 

d) Data processing and analysis: We mentioned that Hadoop is probably the most commonly used platform for 
b i g  data storage, processing and analysis. Within the Hadoop ecosystem, there are several solutions for data 
processing and analysis. In this work, we used Apache Spark as the big data processing engine because it is very 
fast and fault-tolerant among many other advantages. More importantly, with Spark, you can use your 
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programming language of choice (Python, Scala, Java and R) to interact with their suite of tools. 

In addition to a processing engine such as Apache Spark, in some cases, when we cannot write our own code 
to perform data analysis, we need off-the-shelf software packages for analyzing the mobile data. In this regard, 
we report on specialized software packages for analyzing mobile data. Here, we cover only open-source-based 
software packages, as opposed to proprietary software, because it is easy to share the analysis outputs with a 
wider community of users. At the time of writing, there were two open-source packages for analyzing mobile 
data on the market: Flowkit8 and CDR Data Analysis Tools.9 Both are designed specifically for analyzing CDRs 
although they can easily be extended to analyze GPS-based or other trajectory type data sets. The next question 
may be how to choose one over the other. There are several aspects that can guide that decision, but one we 
would mention here is the available programming APIs. Flowkit has a Python API which may appeal to people 
who work with Python, while the CDR analysis tool has a command line interface only.  However, one can easily 
use both software packages in a single project because they have different features. 

CONCLUSIONS 
In this paper, we have shown that opportunistic data such as CDR coming from mobile phones bring the 
opportunity to understand mobility in a very low-cost manner, as opposed to relying only on traditional survey-
based approaches. These data can become very useful to rapidly track and monitor mobility patterns that could 
help governments to evaluate the efficiency of different mobility restrictions, in efforts to control the spread of 
COVID-19.  

It is worth mentioning that CDRs need to be integrated with other background data such as that from a 
census, to capture the socioeconomic characteristics of the target population. We have provided several lessons 
and experiences which should be useful to others who would like to replicate similar work. We summarize these 
key lessons in the following paragraph. 

The first and perhaps most crucial step when dealing with CDR data is to negotiate access to the data. We have 
learned from this project and others that although there are several avenues to access the data, including the use 
of third-party firms, if there is time and financial resource constraints, then working with the telecom regulators 
and involving all key stakeholders works best. Once the permission to access the data has been granted and a 
memorandum of understanding has been signed, the data need to be properly stored. For this, we recommend 
the use of a Hadoop-based system for both data storage and, subsequently, data processing. We have produced 
two main categories of outputs in this work, as follows:  OD matrices and individual-based mobility 
characteristics. We have shown that these analysis results do match with expected and prior studied results. We 
investigated how individual-based mobility characteristics (radius of gyration and average number of trips) vary 
by wealth and found a slight correlation between wealth and shorter trips. 
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